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Abstract

In this work we built an early sepsis prediction model
based on gradient boosting decision trees for the Phys-
ioNet/Computing in Cardiology Challenge 2019. In our
approach we used the challenge utility function to label
the data. We introduce the notion of relative utility, which
is the difference in utility from making a positive prediction
against a negative one. The relative utility can be viewed
as the strength of the belief that a patient has sepsis; Max-
imizing it can be shown to be equivalent to maximizing the
original utility function.

Our model takes the time series nature of the data into
account by using a fixed size window of all measurements
within the last 20 hours as a feature vector. To avoid over-
fitting, we select the model that gives the maximum util-
ity on the evaluation set after tuning the decision thresh-
old on the training set. Our current best model achieves a
normalized utility score of 0.408 on the challenge leader-
board. In our experiments, our model achieves scores of
0.44 and 0.394 on the validation and test sets respectively.

1. Introduction

Sepsis is a critical medical condition caused by the
body’s response to infection [1–3]. Some studies estimate
that nearly half of in hospital deaths occur among patients
with sepsis, making it one of the leading causes of deaths
in hospitals. [4]

Sepsis accounts for more than $20 billion of total US
hospital costs [5]. Moreover the incidence rate of sepsis
is increasing [6, 7]. Early prediction of sepsis can help in
lowering these costs in addition in aiding early intervention
and improving healthcare outcomes in hospitals [8, 9].

The PhysioNet/Computing in Cardiology Challenge
2019 is organized for early prediction of sepsis using auto-
mated approaches [10]. In this paper, we present our work
for this challenge based on our best submission using on
gradient boosting decision trees.

2. Methods

2.1. Terminology

We denote by S the set of patients where for each s ∈
S, Ts is number of datapoints for that patient. Let X =
{xs,t|s ∈ S, t ∈ Ts} where xs,t is the a d-dimensional
vector corresponding to the records of patient s at time t
relative to admission.

LetUy∗(s, t) denote the utility of predicting y∗ ∈ {p, n}
for patient s at time t. This terminology is a short hand no-
tation to summarize the full utility function in [10] which is
a function of time, prediction class and whether the patient
eventually developed sepsis or not.

2.2. Imputation

In our work, we follow a simple imputation scheme
while presenting the necessary information that let’s the
model make use of feature missingness.

At t = 0 all missing features are replaced with the train-
ing set mean. At t > 0, for every feature, if the feature
is missing at the current time, we replace the feature with
the last available value. In addition to that, and to allow
the model to utilize the fact that some features have been
missing for different amounts of time, for every feature,
we append a new feature indicating the number of hours
this feature has been missing.

2.3. Scoring

The first step in developing our model was to better un-
derstand the utility function and adjust our loss function
accordingly. Using a regular binary labeling of the data-
points without an appropriate weighting is not ideal since
different points contribute differently according to time,
patient condition and prediction type. The general idea
was to assign weights to different points according to the
gap between correct and incorrect prediction of that point.



More formally, we can see that minimizing the given
utility function is equivalent to:
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Where

γ(s, t) , Up(s, t)− Uy(s, t) (5)

y∗ , h(xs,t) (6)

y∗
′
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H , hypothesis space (8)

Which is basically the 0-1 loss. Thus we can see that
maximizing the given utility function is equivalent to min-
imizing a weighted 0-1 loss. Given this we use a weighted
cross entropy loss in our approach.

Thus we can define our data-points, labels and weights
as follows:

X = {xs,t |s ∈ S, t ∈ Ts} (9)
Y = {ys,t = sign(γ(s, t)) |s ∈ S, t ∈ Ts} (10)
W = {ws,t = |γ(s, t)| |s ∈ S, t ∈ Ts} (11)

(12)

2.4. Model

For this problem, we used gradient boosting decision
tree (GBDT) [11] due to its efficiency. For implementa-
tion, we used the lightGBM library [12]. Model param-
eters were selected based on 5-fold cross validation. The
max tree depth and number of learners was fixed at d = 7
and 100 respectively. We then tuned the regularization
strength parameters for L1 and L2 regularization in the
range (0, 50) and (0, 500) respectively.

In order to accommodate for the sequential nature of the
data, for each patient s at time t, we augment the datapoints
of the last 20 hours into one vector. If t < 20, we augment

(a) A histogram showing the length of patient stays in hospital A

(b) A histogram showing the length of patient stays in hospital B

Figure 1: Histograms showing the distribution of the number of data-
points across patients. The x-axis was trimmed for visual clarity. Both
histograms contain > 97% of the patients. The average stay times for
hospital A and B were 38.8 and 38.1 hours respectively.

the zeros vector. Ideally taking the 60 last hours would
have been more ideal as the majority of stays are below 60
hours as shown in figure 1. However due to computational
limitation, we fixed the number at 20 hours.

Thus the training set is composed of datapoints each rep-
resent a 20 hour window. The label and weight for each
such sequence was as discussed in the scoring section pre-
viously.

2.5. Score calibration

We combine both datasets from hospitals A and B and
separate the dataset into training/validation/test with sizes
80%/10%/10% of the combined dataset respectively.

After training, a linear time algorithm is used to try all
possible thresholds on the training set and then the best
threshold is used to evaluate the utility on the evaluation
set. The model resulting in the best utility score on the
validation set is then used for the final testing.

3. Results

We evaluated our model on the validation, test and chal-
lenge preliminary test set. The results are shown in the
table below.

We note that the utility score is higher on the validation
set than the test because the validation set was used to tune
the model parameters.



Dataset Normalized utility score
Validation 0.44

Test 0.394
Challenge preliminary test set 0.408

Table 1: Model normalized utility scores on different
datasets

4. Discussion and Conclusions

The results in this paper show that gradient boosting re-
gression trees perform relatively well for early prediction
of sepsis. However we couldn’t exploit the full power of
this method due to computational limitation.

On the other hand there is an obvious drawback to this
technique. In this dataset, data-points are bucketed into
hours. On a different dataset where features have differ-
ent frequency of measurements, and in applications were
variability of real time signals such as heart rate plays an
important role, bucketing will put the model at a trade-off
between capturing short term patterns and incorporating
long term values in the feature vector.

We also wanted to try current state of the art attention
models and compare it to the boosting gradient tree ap-
proach, however we weren’t able to do so due to time and
computational constraints.
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